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Abstract. This paper proposes an abstraction of emerging vehicle routing prob-
lems, the Vehicle Routing Problem with Black Box Feasibility. In this problem
the routes of a basic VRP need to satisfy an unknown set of constraints. A black
box function is provided to test the feasibility of a route. This function is consid-
ered of non-linear complexity (in the length of the route). The complexity of the
problem under consideration lies in the unknown problem structure and the ex-
pensive feasibility check. Practical examples of such problems are combinations
of VRP with Loading problems or VRP with Scheduling problems. We propose
a column generation-based approach to locally optimize this problem. Columns
are heuristically generated by so-called collector ants, executing a construction
heuristic and guided by pheromones. The pheromones are not deposited by the
ants themselves, but by an oracle. This oracle judges which edges should be pre-
ferred by the ants based on the solution of the relaxed problem. Through these
steps we improve the lower bound for the problem at hand. The presented work
constitutes the pricing step in a heuristic Branch-and-Price framework that is yet
to be implemented.

1 Introduction

Vehicle Routing Problems have received a great deal of attention since as early as the
1960’s. While initially only basic variants have been considered, during the following
decades research has focused on more complex variants, such as problems with time
windows or with pick-up and delivery. In recent years so-called Rich Vehicle Rout-
ing Problems have been tackled. They strive to give a more realistic representation of
problems encountered in real-world industry. Such problems often require handling the
combination of different complicating constraints, the majority of which are typically
considered individually in literature. This paper introduces a generalized VRP variant,
the VRP with Black Box Feasibility (VRPBB). The problem is an extension of basic
VRPs. Besides respecting the VRP constraints (capacity, time windows, . . . ) each route
needs to verify an unknown set of constraints C. The feasibility of a route with respect
to C is verified by a black box algorithm. This verification is considered of non-linear
complexity in the length of the route. The VRPBB thus considers a VRP with unknown
hard intra-route constraints. This generalization allows to accommodate emerging rout-
ing problems with hard side constraints for which no efficient feasibility check is avail-
able. Typical applications would be combinations of routing with loading (3L-CVRP



[9]) or routing with scheduling (VRPTW with Driver Regulations [19]). The challenge
in this problem stems obviously from the unknown problem structure and the cost of
the feasibility checks. We propose to reformulate the VRPBB as a set-covering prob-
lem. This allows to maximize the utility of the expensive feasibility checks and allows
to move freely in a possibly sparse neighborhood. We propose a (non-exact) column
generation-based approach to address the problem. Collector ants heuristically generate
and collect columns while guided by pheromone deposits stemming from an external
oracle. This oracle computes pheromone deposits in function of the current relaxed so-
lution. The approach allows us to iteratively improve the lower bound of the considered
problem. In future steps the approach presented in this paper will be included as pricing
step in a heuristic Branch-and-Price framework.

The remainder of this paper is structured as follows. In Section 1.1 the reader will
find an overview of related work. Section 2 introduces the Vehicle Routing Problem
with Black Box Feasibility. Section 3 describes the proposed column generation-based
approach and its different building blocks. Section 4 describes the 3L-CVRP, an appli-
cation of the Vehicle Routing Problem with Black Box Feasibility. Existing approaches
to tackle the 3L-CVRP are given in that section as well. Section 5 presents the Exper-
imental Results obtained on benchmark instances for the 3L-CVRP. Those results are
followed by a discussion. Finally conclusions and perspectives are given in Section 6.

1.1 Related Work

Optimization under the presence of black box functions is an active research area. Clas-
sical metaheuristics such as Genetic Algorithms or Simulated Annealing were designed
as black box optimizers [13]. Expensive black box functions arise in structural opti-
mization problems where simulations are necessary to judge the quality of a solution
such as in ship-hull design or design of compression zones of cars. The evaluation of
black box functions considered in this domain can take up to twenty hours [11]. Note
that this is contrary to the VRPBB, where we assume the feasibility evaluation to be
relatively expensive in comparison with typical VRP variants.
Most approaches for structural optimization problems aim at reducing the number of
function evaluations, resorting to approximation methods. This can be achieved using
metamodels to approximate the black box or identify promising search directions. In
[13] the authors, besides providing a good overview of existing methods, present a
hybrid scatter search using rough set theory to approximate promising regions in the
solution space. Note that the majority of literature considering expensive black-box
functions is set in a continuous or mixed setting.

Literature focusing explicitly on Vehicle Routing Problems with expensive feasibility
checks is scarce. Only one paper is known to the authors ([22]); it evaluates the ef-
ficiency of different index structures to be used to store feasibility in the case of a
combined VRP and two-dimensional loading problem. A specific focus on VRPs with
sparse feasibility graphs was given in [2].
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2 The Vehicle Routing Problem with Black Box Feasibility

This section presents the Vehicle Routing Problem with Black Box Feasibility. The
underlying Capacitated Vehicle Routing and relevant notations are described in Section
2.1. The black box is described in Section 2.2.

2.1 Capacitated Vehicle Routing Problem

The Capacitated Vehicle Routing Problem is the most basic vehicle routing problem and
underlying to most VRP variants. It is defined on a complete, undirected and weighted
graph G = (V,E) where V = {0, 1, ..., n} is a set of n + 1 vertices and E the set of
weighted edges connecting every pair of vertices. Vertex 0 represents the depot while
vertices 1, ..., n are the n customers to be served. The weight cij (i, j = 0, ..., n : i 6= j)
of an edge eij corresponds to the cost of traveling from vertex i to vertex j. The ho-
mogeneous fleet is limited to K vehicles, each associated with a maximum capacity D.
With each customer i (i = 1, ..., n) is associated a demand di.

A route r is defined by the set of visited non-depot vertices S and the sequence σ in
which those vertices are visited. Each route, starts from and ends at the depot. The route
r can be denoted as (S, σ). For each route r = (S, σ), each vertex i ∈ S is associated
with an index k (k = 1...|S|) in sequence σ. Given a route r = (S, σ) the index of i
(i ∈ S) in σ is given by pos(i, r). The first customer in route r is given by first(r)
and defined as i ∈ S : pos(i, r) = 1, last(r) is defined analogously. Given a route
r = (S, σ) the vertex following i ∈ S is defined as follows. Either pos(i, r) = |S| (or
last(r) = i) and next(i, r) = 0 (the depot), or pos(i, r) < |S| and next(i, r) = j,
such that j ∈ S and pos(j, r) = pos(i, r) + 1. The vertex preceding i ∈ S given by
prev(i, r) is defined analogously.

Finally the goal is to devise a solution composed by at most K routes such that:

– each customer is visited by exactly one route
– the sum of demands of the customers on a route does not exceed the maximum

capacity D
– the total traveling cost, equal to the sum of the weights of traversed edges, is mini-

mized

For more information on the CVRP and optimization methods for this problem, see
[24].

2.2 Feasibility Black Box

In the VRPBB each feasible route, besides verifying the constraints associated with the
underlying VRP variant, must verify an unknown set of constraints C. Let feas(r, c) =
true indicate that route r satisfies constraint c ∈ C. A tentative route r, satisfying the
constraints associated with the underlying VRP variant is considered feasible with re-
spect to C if and only if

∧
c∈C feas(r, c). The black box provides a function returning
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a boolean indicating the feasibility of route r with respect to C. This function is consid-
ered computationally expensive (compared to feasibility functions commonly encoun-
tered in the VRP) and more precisely of non-linear complexity in the length of the route.
In the following a VRP-feasible route is a route feasible with respect to the CVRP con-
straints, a C-feasible route is a route feasible with respect to C and a feasible route is a
route both VRP-feasible and C-feasible.

3 Proposed Approach for the VRPBB

The presence of the unknown constraint set C entails that no assumption can be made
on the structure of the search space. Contiguous feasible regions can not be guaranteed.
Since no degree of violation can be obtained from the black box, visiting infeasible re-
gions would be possible but impractical. For these reasons, a set-covering reformulation
of the problem at hand has been preferred. A route generation, as opposed to a solution
generation approach, allows furthermore to defer the respect of the fleet size constraint
to the overlying set-covering master problem.
We propose a column generation-based approach to tackle the VRPBB. At each iter-
ation columns are heuristically generated using a system of collector ants which are
guided by pheromones. The columns produced by these ants are used to enrich the set
of columns on which the relaxed set-covering problem is solved. The relaxed solution
is then used to update the pheromones guiding the collector ants. An integer solution
is obtained at the end by solving the integer problem on the available set of columns
using the open-source SCIP solver. The overall algorithm is depicted in Algorithm 1,
which will be described hereafter. The following sections describe the presented ap-
proach in greater detail. Section 3.1 describes the reformulation of the VRP as a set-
covering problem. Section 3.2 explains how the column generation subproblem is han-
dled heuristically. Section 3.3 explains the behavior of the collector ants, responsible for
the heuristic generation of new columns. Finally Section 3.4 explains how the current
relaxed solution is used to update the pheromone deposits employed by the collector
ants.

Algorithm 1: Main algorithm for VRPBB
1 initialize Pheromones, DualCosts; initial = true;R∗ = ∅;
2 while ¬ stopping criterion do
3 foreach i ≤M do
4 R∗ =R∗∪ CollectorAnt(initial, DualCosts, Pheromones);
5 end
6 Sol, DualCosts = solveRelaxedRMP(R∗);
7 if Sol 6= ⊥ then
8 initial = false;
9 Pheromones = UpdatePheromones(Sol, Pheromones);

10 end
11 end
12 solve Integer Problem onR∗ using MIP solver;

4



3.1 Reformulation as a set-covering problem

Every VRP can be seen as a set-covering problem, consisting in the selection of the
optimal routes from the set of all possible (feasible) routes R. Let cr be the cost of
route r and xr a variable indicating whether route r is to be used in the solution. The
set-covering problem analogous to the VRP is then defined as follows:

Min
∑
r∈R

crxr

s.t.
∑
i∈V \0

virxr = 1

∑
r∈R

xr ≤ K

xr ∈ {0, 1} ∀r ∈ R

vir =
{

1 if customer i visited in route r
0 else ∀i ∈ V \0, ∀r ∈ R

Note that this problem is defined over the set of all possible routes R. Computing R
is obviously intractable for all but the very smallest VRP problems. The principle of
column generation is to generate columns by necessity. Only columns with potential to
improve the relaxed objective, that is columns of negative reduced cost, are generated
and used to enrich the restricted set R∗. The Restricted Master Problem (RMP) then
corresponds to the set-covering problem on the set of columns inR∗.

3.2 Column generation subproblem

Given the unknown character of constraint set C, modeling the latter as a resource in a
Resource-constrained Shortest Path Problem (RCSPP), as is usual in this context, is not
an option. Verifying the feasibility of each partial path with respect to C is intractable
due to the expensive feasibility check. Since C cannot be used to exclude partial paths,
potentially a large number of infeasible paths would be generated, verifying the feasi-
bility of all those paths is intractable as well. This is the reason the authors opted for a
guided heuristic approach. Routes are generated and collected by individual probabilis-
tic heuristic executions, called collector ants. Collector ants are focused on collecting
routes of negative reduced cost but also routes not encountered so far, which might
be interesting in future iterations. They do this while executing a solution construction
heuristic, which helps them ensure a good customer coverage of the collected routes.
Note that collector ants follow pheromone trails but do not depose pheromones them-
selves. The pheromone deposit is ensured by an oracle and is based on the current
relaxed solution.
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3.3 Collector ants

Each collector ant executes a probabilistic version of the Clarke-Wright heuristic intro-
duced in [5]. The collector ants are a variation of the savings-based ants in [21].
Each ant starts with n routes where each of the n customers is visited in a route of
its own. That is for every i = 1, ..., n and its associated route r, prev(i, r) = 0
and next(i, r) = 0. Routes are then merged by and by until no further (feasible)
merges are possible (or the vehicle limit is respected). A merge of a route r1 and a
route r2 corresponds to introducing an edge between customers last(r1) and first(r2)
and removing the edges connecting those two customers to the depot. With a merge
is associated a so-called savings value, indicating the distance that can be saved by
merging the two routes. Assume for the following that we consider merging r1 and r2
and that i = last(r1) and j = first(r2). The associated savings value is defined as
sij = ci0 +cj0−cij . A merge is called (VRP, C)-feasible if the resulting route is (VRP,
C)-feasible.

Each ant disposes at each construction step of the list Ωπ containing the π most at-
tractive (VRP, C)-feasible merges but also other attractive merges which might be
C-infeasible. Each merge merge(r1, r2, ij) is defined by the two routes, r1, r2 to be
merged, and the edge ij to be introduced. Each merge merge(r1, r2, ij) also has an as-
sociated attractiveness, depending on the savings value sij and the pheromone deposit
τij . To construct the list Ωπ , each ant evaluates all merges by decreasing attractive-
ness order. Merges resulting in routes of positive reduced cost are accepted into Ωπ
by default if they had already been tested for C-feasibility in the past (independent of
the result of this check). Merges resulting in routes of negative reduced cost and/or in
routes of unknown feasibility are checked using the black box algorithm, and are ac-
cepted into Ωπ only if VRP-feasible and C-feasible. The reduced cost of a route can
easily be computed given the optimal solution to the dual of the relaxed RMP. Con-
struction of Ωπ stops once we are sure there are π (VRP, C)-feasible merges in the list.
Then one merge of this list is chosen using roulette wheel selection and executed. At
this point a new construction step of the ant begins. The idea behind allowing collector
ants to execute C-infeasible merges is the fact that this may lead to future C-feasible
merges that would otherwise not have been considered.

Besides executing the previously described steps, collector ants are also responsible for
collecting feasible routes. That is, each time they are able to confirm the C-feasibility
(using the black box algorithm) of a (VRP-feasible) route they collect this route into
their set of feasible routes which are used to enrichR∗. Note that this means the collec-
tor ants retain feasible routes from non-executed merges as well.

It is also the collector ants that are responsible for the creation of an initial solution.
Note that the behavior of the ants is regulated using the initial flag in Algorithm 1. As
long as the initial flag is set to true, ants execute only merges that are C-feasible and
VRP-feasible. This allows to quickly gather a set of feasible routes, which can be easily
combined to form a solution. This set of routes is added toR∗. The moment solving the
relaxed RMP on the current R∗ returns a feasible solution, the dual costs are updated
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and the initial flag is switched, leading the ants to fall in their standard behavior pre-
viously described.

A clear advantage of the Clarke-Wright heuristic over other insertion-based heuristics
in the case of the VRPBB is the number of feasibility checks that need to be executed
in order to construct a route of size c, i.e.O(c2) checks in the case of an insertion-based
technique, O(c) checks in the case of the savings-based technique. Of course routes
constructed using the Clarke-Wright heuristic may be of lower quality, which is why
they are post-optimized in our approach. Also note that the Clarke-Wright heuristic is
in fact a solution construction heuristic used here as a route construction heuristic. This
allows to guarantee complete coverage of all customers in the produced routes.

3.4 Pheromone Update

Preliminary experiments have shown that the use of dual costs to guide the ants in their
heuristic execution does not lead to routes of lower reduced cost. In fact, adapting the
distances using the dual costs, as is commonly done, only led to an increased number
of feasibility checks. This is due to the fact that the RMP does not take into account
the unknown constraint set C and leads to routes that potentially allow to significantly
decrease the value of the objective function, but are C-infeasible (which might be the
reason they are not already inR∗). The routes in the current relaxed solution are known
to be C-feasible (and V RP -feasible of course) and at the same time contribute to the
optimum of the relaxation. We follow two intuitions. First routes using a subset of edges
from a C-feasible route, have a higher probability of being C-feasible. Second routes
in the neighborhood of routes contributing to the optimum have potential to help de-
crease the cost of the current relaxed solution. A somewhat similar intuition is used in
the Relaxation-induced Neighborhood Search presented in [6] (although the latter fo-
cus on variables having the same value in both incumbent integer and relaxed solutions).

The proposed intensification is implemented using pheromones. The pheromone de-
posit on edges that appear in the relaxed solution is increased. This leads the collector
ants to increasingly produce routes containing elements frequently encountered in the
relaxed solution. At the same time, the pheromone deposit evaporates over time. This
ensures that elements which were interesting in the past but did not appear in the last
relaxed solutions lose attractiveness over time. In practice this is done as follows.

Let Sol the current (optimal) solution to the relaxed RMP. Let U = {r | Sol(xr) > 0}.
In practice this means that each time the relaxed problem is solved the pheromone
deposit on every edge ij is updated using the following formula: τij = ρτij + χijε.
Where 0 ≤ ρ ≤ 1 corresponds to the evaporation rate, ε represents a small constant and
χij = #{r = (S, σ) ∈ U | i ∈ S ∧ j ∈ S ∧ next(i, r) = j}. Different reasonable
alternatives for computing χij exist and will be evaluated in the future.
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4 Application of the VRPBB : The Three-Dimensional Loading
Capacitated Vehicle Routing Problem

The Three-dimensional Loading Capacitated Vehicle Routing Problem (3L-CVRP) was
first introduced in [9]. It combines vehicle routing with three-dimensional loading. In
this variant of the VRP, each customer demands a set of three-dimensional boxes. To
be feasible a route must not only respect the capacity constraint, but a feasible loading
must exist for all the items to be delivered in that route. A loading is considered fea-
sible if it respects typical loading as well as some real-world constraints. The loading
feasibility check can easily be considered as black box with the properties as described
in Section 2.2.

The remainder of this section is organized as follows. First an overview of existing
approaches for the 3L-CVRP is given in Section 4.1. Next the considered problem along
with the specific loading constraints is defined in Section 4.2. Finally the way the black
box feasibility check has been implemented is described in 4.3.

4.1 Existing work on the 3L-CVRP

Most of the existing work on the 3L-CVRP has been extended from the two-dimensional
to the three-dimensional case. In [9] (TS) the authors propose a Tabu Search allowing
visits to capacity- and loading-infeasible solutions. When solving the loading subprob-
lem the vehicle is considered of infinite length. The excess length of the loading of a
route with respect to the real length of the vehicle is used as a measure of violation of
the loading constraints. The best solution in the reinsertion neighborhood is selected at
each iteration and the involved routes are post-optimized. The loading subproblem is
addressed using a Tabu Search and two greedy heuristics adapted from the well-known
Bottom-Left [1] and Touching Perimeter [14] heuristics. Finally the TS algorithm is
tested on benchmark instances generated from known CVRP benchmark instances. Us-
ing their Guided Tabu Search the authors in [23] (GTS) are able to improve the costs
over 22 instances out of 27 compared to [9]. They use a reinsertion, swap and 2opt
neighborhood, one of which is randomly selected at each iteration. The proposed guid-
ing mechanism kicks in every number of iterations. It penalizes an expensive edge in the
current solution. The loading-feasibility of routes is verified using a bundle of packing
heuristics. In [8] (ACO) an adapted version of the Savings-based Ant Colony Optimiza-
tion introduced in [21,20] for the Capacitated Vehicle Routing Problem is proposed. The
authors adapt to the 3L-CVRP the probability of a merge by introducing a notion of the
loading compactness of the route resulting from that merge. The loading-feasibility of
a route is checked using a Local Search and the same heuristics as in [9]. The proposed
algorithm allows to outperform the average costs found by [9] in 26 out of 27 instances.
They also beat the Guided Tabu Search of [23] in 23 out of 27 instances. A Hybrid Tabu
Search is presented in [3] (HTS). The Tabu Search is split in two phases, one aiming at
reducing the number of vehicles in the initial solution, and the other aiming at minimiz-
ing the total travel distance. At each iteration a reinsertion and a swap neighborhood is
explored to select a small set of the best neighbors, one of which is chosen at random.
The author in [3] also moves away from the simple heuristic application for the packing
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problem. They propose a tree traversal algorithm with a limited number of backtracks.
A Two-Phase Tabu Search along with Heuristics to address the loading subproblem are
presented in [25]. The authors accept an infeasible initial solution which they then try
to render feasible in the first phase of the Tabu Search. The feasible solution is then
improved in the second Tabu Search phase. One out of 5 neighborhoods, each of which
has a fixed probability of being chosen, is explored each iteration. The authors in [15]
explore the 3L-CVRP while focusing on the utilization rate of the vehicle.
Further work on the combination of routing problems with three-dimensional loading
constraints can be found in [18] where a constructive heuristic for the VRP with Time
Windows with loading constraints is proposed, or [17] where a genetic algorithm for the
same problem is presented. Furthermore two different versions of a Memetic genetic al-
gorithm are proposed for a Three-dimensional Loading Problem in [12]. The problem
considered combines the CVRP with a three-dimensional container loading problem.
For an extensive overview of the combination of routing with loading problems see
[10].

4.2 Problem Description

In this section the problem under consideration is defined. The next section defines
the 3L-CVRP independently of the precise loading constraints, while the subsequent
section explains the different constraints to be respected by a feasible loading.

Three-dimensional Loading-constrained capacitated vehicle routing problem The
3L-CVRP is defined on top of the CVRP, the definition is thus the same with the fol-
lowing additional properties. The homogeneous fleet is limited to K vehicles, each
associated with a maximum capacity D and a rectangular loading space of width W ,
height H and length L. The loading space is accessible only from the rear of the vehi-
cle. Each customer i (i = 1, ..., n) demands a set Ii ofmi items of total weight di. Each
item Iik(k = 1, ...,mi) is a box of width wik, height hik and length lik. Furthermore
each item Iik(k = 1, ...,mi) has a fragility flag fik indicating whether Iik is fragile
(fik = 1) or non-fragile (fik = 0). The goal is to find a set of at most K routes each
starting and ending at the depot, visiting every customer exactly once such that the total
cost is minimized and the following conditions hold for every route r = (S, σ):

–
∑
i∈S di ≤ D (capacity constraint)

– a feasible orthogonal loading exists for
⋃
i∈S
⋃mi

k=1{Iik}

Feasible Loading for the 3L-CVRP A loading of a route r = (S, σ) is the assign-
ment of coordinates to the lower left corner of each item Iik(k = 1, ...,mi), i ∈ S.
The origin of the coordinate system is assumed in the lower left corner of the vehicle.
The unloading surface of the vehicle, positioned at its rear, corresponds to the surface
stretching between (0, 0, L), (0, H, L), (W, 0, L), (W,H,L).

A loading of route r = (S, σ) is considered feasible if the following conditions are
verified:
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Fig. 1. Example of a loaded container (dashed lines). The unloading side is at length L, on the far
side of the origin

– All items are completely contained inside theW×H×L box describing the vehicle.
(Containment)

– Items have a fixed orientation with respect to h, but may be rotated by 90◦ on the
w − l plane. (Fixed vertical orientation)

– For every pair of items there exists at least one dimension in which they do not
overlap. (Non-overlapping)

– Every item is supported by at least α% of its base area. This means that at least α%
of an item’s bottom surface must be touching either the vehicle bottom or the top
of other items. (Supporting Area)

– No non-fragile item is stacked on a fragile item. (Fragility)
– When a customer i ∈ S is visited it must be possible to unload all its items in one

straight movement, parallel to the l-axis of the vehicle. This implies that no objects
belonging to a customer j ∈ S s.t. pos(j, r) > pos(i, r) may hinder the unloading
of the items of i. An item mj hinders the unloading of an item mi either if mj is
placed between mi and the rear of the vehicle or if it is placed between mi and the
top of the vehicle. (LIFO Policy)

4.3 Loading Feasibility Black Box

Besides the respect of the capacity constraint, the feasibility of a route in the 3L-CVRP
depends on the existence of a feasible orthogonal loading for that route. Verifying the
existence of a feasible loading is complex. Lower bounds for the Three-dimensional
bin-packing problem, other than the continuous lower bound, have been investigated in
the past (see e.g. [16], [4]), they are however quite complex (e.g. O(m4),m being the
number of items in case of rotation in [4]). Additionally they do not consider any of the
additional loading constraints such as LIFO loading, fragility or supporting area, which
potentially invalidate a great number of otherwise feasible packings. Exact approaches
for solving the loading subproblem, such as for example [7] are not applicable with the
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Fig. 2. Example of a loading violating the LIFO constraint. Unloading of the white item belonging
to customer ci (current visit) is hindered by the dark item belonging to customer cj (visited next).

additional constraints, or would simply become intractable if adapted to the supporting
area constraint. Due to these arguments and the apparent good behavior of the method,
we decided to reimplement the algorithm described in [3]. The author proposes a tree
traversal method to solve the loading problem. Items are placed as far left, back and
low as possible, resulting in a wall-building approach. The tree search is limited in
the number of backtracks. Furthermore branches with low probability of resulting in a
feasible loading are cut. Note that this approach is not complete and may consider as
infeasible a route for which a feasible loading exists.
As the loading procedure is of high complexity (checking the feasibility of a position is
linear in the number of items already in the container, the number of positions is linear
in the number of items, and each item needs to be packed once, thus complexity of
O(m3), m being the number of items), reloading routes whose feasibility has already
been decided previously in the computation process is to be avoided. Therefore a tree
structure is introduced, storing for each encountered route its loading feasibility.

5 Experimental Results

The benchmark instances presented in [9] have been used to assess the performance of
the proposed approach. Those instances were generated from existing CVRP instances
and the number of customers varies between 15 and 100. The dimensions of the vehi-
cles was decided to be W=25, H=30, L=60 for each instance. The number of items per
customer was uniformly randomly generated between 1 and 3. The dimensions (width,
height, length) of the items were uniformly randomly generated in the intervals [0.2W,
0.6W], [0.2H, 0.6H] and [0.2L, 0.6L]. The supporting area parameter α is fixed at 0.75.

We imposed the same time limits as [9] for the execution of our algorithm. Small in-
stances (n ≤ 25) were allowed 1800 CPU seconds of total execution time, medium
instances (25 < n < 50) were given 3600 CPU seconds and large instances (n ≥ 50)

11



were allowed 7200 CPU seconds. We also halted the algorithm after a number of sta-
ble iterations, but this concerned only the smaller instances. In the following we will
consider our total execution time equal to the imposed time limits. The algorithm was
implemented in Comet, while the black box function was implemented in C++. Our
approach was executed in 10 runs on a Intel Xeon 2.53GHz Processor, on a machine
disposing of 23Gb of RAM. In the following we compare our results with those de-
scribed in [3] (Table 2) and [9,23,8] (Tables 3, 4 and 5 in the appendix). An overview
of the averages over all instances obtained by [3,9,23,8] and by us is given in Table 1.
Note that the comparison with the latter three is not completely fair since we are not
using the same loading algorithm they did. We do not compare our results to those of
[25], since the authors mistakenly used a higher fleetsize for their experiments (clarified
through correspondence). In each of the tables zmin (zavg, zmax) denotes the minimum
(average, maximum) total cost found over all runs. The average time (in CPU seconds)
at which the best solution was found is given in column secz and the total execution
time (in CPU seconds) in column sectt. The information is given, if available, prefixed
by ”HTS” for [3], prefixed by ”ACO” for [8], prefixed by ”GTS” for [23], prefixed
by ”TS” for [9] and finally prefixed by ”*” for our relaxation-guided approach. The
percentage gap between the solution values is given by gapmin, gapavg and gapmax.

Algorithm zmin zavg zmax secz sect

HTS ([3]) 939.66 959.05 – – 219.5

ACO ([8]) 960.87 966.67 972.54 1746.5 1793.1

GTS ([23]) 997.18 – – 1471.6 2415.9

TS ([9]) 1042.26 1042.26 1042.26 2058.9 4200

* (this work) 948.11 952.52 958.21 2541.9 4200

Table 1. Average values over all instances

In terms of solution quality our approach is competitive with [3] and [8]. While the
minimum solution values found by [3] improve on average our values, the opposite can
be observed for the average solution values. The solution values found by our approach
also slightly improve the minimum, average and maximum values found by [8]. In com-
parison with [23] and [9] the improvements are significant, reaching an improvement of
8.13 % when comparing our minimum values to the values returned by the (determinis-
tic) Tabu Search presented in [9]. In terms of execution time and speed our approach is
clearly outperformed by [3], especially for the larger instances. The average secz value
for the ACO [8] is similar to ours, especially when considering the ACO algorithm was
executed on a faster CPU (3.2 GHz). The secz value of the GTS by [23] as well as the
one by [9] is comparable. In terms of memory usage, our approach has a higher memory
usage than the other approaches. Limiting the memory usage in order for the approach
to run with a maximum of 2Gb RAM should not be a problem, and is part of the future
work.
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Instance HTSzmin HTSzavg HTSsect ∗zmin ∗zavg ∗zmax ∗secz ∗sect gapmin gapavg

1 302.02 302.02 41.6 302.02 302.02 302.02 34.6 1800 0.00 0.00
2 334.96 334.96 0.3 334.96 334.96 334.96 1.3 1800 0.00 0.00
3 388.10 404.34 159.1 392.46 394.01 399.87 130.2 1800 1.12 -2.55
4 437.19 437.94 12.4 437.19 437.19 437.19 8.1 1800 0.00 -0.17
5 443.61 447.49 170.5 447.73 447.73 447.73 278.8 1800 0.93 0.05
6 498.16 501.47 15.3 498.16 498.38 500.43 27.0 1800 0.00 -0.62
7 769.68 791.03 62.8 769.68 769.68 769.68 250.8 1800 0.00 -2.70
8 810.89 824.00 98.9 845.50 846.20 847.82 394.7 1800 4.27 2.69
9 630.13 663.39 11.2 630.13 630.13 630.13 30.8 1800 0.00 -5.01

10 820.35 829.31 139.8 820.72 820.72 820.72 1480.4 3600 0.05 -1.04
11 800.52 815.35 118.8 776.19 777.54 778.24 1930.3 3600 -3.04 -4.64
12 610.23 636.10 12.8 612.25 613.88 617.19 149.4 3600 0.33 -3.49
13 2679.86 2701.10 232.9 2677.29 2677.43 2678.72 1323.7 3600 -0.10 -0.88
14 1368.42 1419.84 312.2 1446.75 1455.13 1466.86 2633.2 3600 5.72 2.49
15 1331.27 1357.01 299.9 1400.13 1410.15 1420.13 2952.5 3600 5.17 3.92
16 698.61 704.24 2.4 698.61 698.61 698.61 40.0 3600 0.00 -0.80
17 876.22 969.59 1.7 866.40 867.32 871.24 45.6 3600 -1.12 -10.55
18 1206.67 1233.99 315.1 1213.35 1222.59 1233.79 2726.8 3600 0.55 -0.92
19 755.05 757.04 419.2 758.36 761.86 763.09 5014.8 7200 0.44 0.64
20 585.65 598.32 432.1 601.46 603.85 607.48 6317.5 7200 2.70 0.92
21 1091.33 1108.40 452.3 1086.07 1100.51 1108.66 6341.4 7200 -0.48 -0.71
22 1162.11 1175.82 428.6 1160.53 1166.26 1179.11 6062.5 7200 -0.14 -0.81
23 1138.19 1144.46 430.5 1124.07 1130.51 1136.55 6210.3 7200 -1.24 -1.22
24 1114.54 1127.76 413.3 1116.01 1126.50 1136.44 6260.6 7200 0.13 -0.11
25 1398.42 1436.63 463.4 1428.33 1452.71 1480.69 5635.2 7200 2.14 1.12
26 1590.31 1630.63 436.7 1623.82 1631.31 1643.54 6225.5 7200 2.11 0.04
27 1528.43 1541.99 441.6 1530.74 1540.79 1560.83 6124.0 7200 0.15 -0.08

AVG 939.66 959.05 219.5 948.11 952.52 958.21 2541.9 4200 0.73 -0.90

Table 2. Relaxation-guided approach compared to Hybrid Tabu Search (HTS) [3]

6 Conclusion

This paper introduces the novel generic problem of Vehicle Routing with Black Box
Feasibility (VRPBB). In the VRPBB routes need to verify an unknown set of hard
intra-route constraints. The feasibility of a route can only be verified using a compu-
tationally expensive black box algorithm. The difficulty of this problem stems mainly
from the unknown problem structure, but also from the expensive feasibility check. To
tackle the VRPBB we propose a column generation-based approach. Collector ants gen-
erate and collect columns with the potential to increase the quality of the current lower
bound. Those ants are guided by pheromone deposits derived from the current relaxed
solution. The proposed approach allows to iteratively improve the lower bound of the
problem at hand. We applied the presented method on an application of the VRPBB,
the Three-dimensional Capacitated Vehicle Routing Problem. We show, that even out-
side of a Branch-and-price framework we are able to discover integer solutions that
are of comparable quality to existing results. Future work will consist in including our
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method as pricing step in a heuristic Branch-and-Price framework. We will also work
on the elimination of unattractive columns in order to reduce the memory consumption
of our algorithm.
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Appendix

Instance TSz TSsecz TSsect ∗zmin ∗zavg ∗zmax ∗secz ∗sect gapmin gapavg gapmax

1 316.32 129.5 1800 302.02 302.02 302.02 25.8 1800 -4.52 -4.52 -4.52
2 350.58 5.3 1800 334.96 334.96 334.96 1.3 1800 -4.46 -4.46 -4.46
3 447.73 461.1 1800 392.46 394.01 399.87 130.2 1800 -12.34 -12.00 -10.69
4 448.48 181.1 1800 437.19 437.19 437.19 8.1 1800 -2.52 -2.52 -2.52
5 464.24 75.8 1800 447.73 447.73 447.73 278.8 1800 -3.56 -3.56 -3.56
6 504.46 1167.9 1800 498.16 498.38 500.43 27.0 1800 -1.25 -1.21 -0.80
7 831.66 181.1 1800 769.68 769.68 769.68 250.8 1800 -7.45 -7.45 -7.45
8 871.77 156.1 1800 845.50 846.20 847.82 394.7 1800 -3.01 -2.93 -2.75
9 666.10 1468.5 1800 630.13 630.13 630.13 30.8 1800 -5.40 -5.40 -5.40

10 911.16 714.0 3600 820.72 820.72 820.72 1480.4 3600 -9.93 -9.93 -9.93
11 819.36 396.4 3600 776.19 777.54 778.24 1930.3 3600 -5.27 -5.10 -5.02
12 651.58 268.1 3600 612.25 613.88 617.19 149.4 3600 -6.04 -5.79 -5.28
13 2928.34 1639.1 3600 2677.29 2677.43 2678.72 1323.7 3600 -8.57 -8.57 -8.52
14 1559.64 3451.6 3600 1446.75 1455.13 1466.86 2633.2 3600 -7.24 -6.70 -5.95
15 1452.34 2327.4 3600 1400.13 1410.15 1420.13 2952.5 3600 -3.59 -2.90 -2.22
16 707.85 2550.3 3600 698.61 698.61 698.61 40.0 3600 -1.31 -1.31 -1.31
17 920.87 2142.5 3600 866.40 867.32 871.24 45.6 3600 -5.92 -5.82 -5.39
18 1400.52 1452.9 3600 1213.35 1222.59 1233.79 2726.8 3600 -13.36 -12.70 -11.90
19 871.29 1822.3 7200 758.36 761.86 763.09 5014.8 7200 -12.96 -12.56 -12.42
20 732.12 790.0 7200 601.46 603.85 607.48 6317.5 7200 -17.85 -17.52 -17.02
21 1275.20 2370.3 7200 1086.07 1100.51 1108.66 6341.4 7200 -14.83 -13.70 -13.06
22 1277.94 1611.3 7200 1160.53 1166.26 1179.11 6062.5 7200 -9.19 -8.74 -7.73
23 1258.16 6725.6 7200 1124.07 1130.51 1136.55 6210.3 7200 -10.66 -10.15 -9.67
24 1307.09 6619.3 7200 1116.01 1126.50 1136.44 6260.6 7200 -14.62 -13.82 -13.06
25 1570.72 5630.9 7200 1428.33 1452.71 1480.69 5635.2 7200 -9.07 -7.51 -5.73
26 1847.95 4123.7 7200 1623.82 1631.31 1643.54 6225.5 7200 -12.13 -11.72 -11.06
27 1747.52 7127.7 7200 1530.74 1540.79 1560.83 6124.0 7200 -12.41 -11.83 -10.68

AVG 1042.26 2058.9 4200 948.11 952.52 958.21 2541.9 4200 -8.13 -7.79 -7.34

Table 3. Relaxation-guided approach compared to Tabu Search (TS) [9]
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Instance GTSzmin GTSsecz GTSsect ∗zmin ∗zavg ∗zmax ∗secz ∗sect gapmin

1 321.47 7.8 13.2 302.02 302.02 302.02 34.6 1800 -6.05
2 334.96 7.2 11.5 334.96 334.96 334.96 1.3 1800 0.00
3 430.95 352.6 540.6 392.46 394.01 399.87 130.2 1800 -8.93
4 458.04 204.0 323.5 437.19 437.19 437.19 8.1 1800 -4.55
5 465.79 61.3 99.6 447.73 447.73 447.73 278.8 1800 -3.88
6 507.96 768.8 1212.4 498.16 498.38 500.43 27.0 1800 -1.93
7 796.61 241.5 364.8 769.68 769.68 769.68 250.8 1800 -3.38
8 880.93 140.0 230.0 845.50 846.20 847.82 394.7 1800 -4.02
9 642.22 604.7 982.2 630.13 630.13 630.13 30.8 1800 -1.88

10 884.74 803.1 1308.4 820.72 820.72 820.72 1480.4 3600 -7.24
11 873.43 308.5 522.5 776.19 777.54 778.24 1930.3 3600 -11.13
12 624.24 180.8 294.6 612.25 613.88 617.19 149.4 3600 -1.92
13 2799.74 1309.5 2193.1 2677.29 2677.43 2678.72 1323.7 3600 -4.37
14 1504.44 2678.1 4581.3 1446.75 1455.13 1466.86 2633.2 3600 -3.83
15 1415.42 1466.3 2528.3 1400.13 1410.15 1420.13 2952.5 3600 -1.08
16 698.61 2803.2 4256.5 698.61 698.61 698.61 40.0 3600 0.00
17 872.79 1208.6 2096.0 866.40 867.32 871.24 45.6 3600 -0.73
18 1296.59 1300.9 2275.2 1213.35 1222.59 1233.79 2726.8 3600 -6.42
19 818.68 1438.4 2509.0 758.36 761.86 763.09 5014.8 7200 -7.37
20 641.57 1284.8 1940.9 601.46 603.85 607.48 6317.5 7200 -6.25
21 1159.72 1704.8 2823.4 1086.07 1100.51 1108.66 6341.4 7200 -6.35
22 1245.35 1663.5 2685.6 1160.53 1166.26 1179.11 6062.5 7200 -6.81
23 1231.92 3048.2 4659.1 1124.07 1130.51 1136.55 6210.3 7200 -8.75
24 1201.96 2876.8 4854.1 1116.01 1126.50 1136.44 6260.6 7200 -7.15
25 1457.46 3432.0 5725.8 1428.33 1452.71 1480.69 5635.2 7200 -2.00
26 1711.93 3974.8 6283.1 1623.82 1631.31 1643.54 6225.5 7200 -5.15
27 1646.44 5864.2 9915.7 1530.74 1540.79 1560.83 6124.0 7200 -7.03

AVG 997.18 1471.6 2415.9 948.11 952.52 958.21 2541.9 4200 -4.75

Table 4. Relaxation-guided approach compared to Guided Tabu Search (GTS) [23]
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