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The recent revelations by Edward Snowden have shown
the pervasiveness of traffic monitoring by various intel-
ligence agencies. To counter this attack, several large
network operators have started to roll out encryption
on a wider scale. By encrypting their traffic, operators
counter pervasive monitoring by forcing the attackers to
spend more CPU time to decrypt the captured traffic.
This not the only way to counter this attacker. Another
approach is to spread the traffic to force the attackers to
collect more data to be able to extract the flows of inter-
est. This service should be provided by network opera-
tors to their users. We show that the recently proposed
Segment Routing architecture includes key features that
enable the efficient provision of a traffic dispersion ser-
vice. We implement Segment Routing in the Linux ker-
nel and show by simulations that TCP can cope with
some reordering caused by traffic dispersion. Unfortu-
nately, finding the best dispersion is shown to be an
NP-hard problem. We then propose an efficient algo-
rithm, extending the shortest path problem, that allows
to compute link and node disjoint paths that can be re-
alised by using segments. Our evaluation with real and
synthetic network topologies shows that our proposed
algorithms perform well in large networks.

1. INTRODUCTION
In May 2013, the revelations made by E. Snowden on

the massive surveillance programmes of the NSA and
related intelligence agencies has shocked many Inter-
net users. These programmes have enabled various of
these agencies to collect data and metadata about In-
ternet usage in various countries. A detailed discussion
on these programmes is outside the scope of this doc-
ument. Wikipedia lists more than four hundred refer-
ences [34] on this topic. Some programmes relied on the
utilisation of malware on the endhosts, other relied on
packet capture on routers [32] or various types of cables
[10] and some even mentioned cooperation with large
datacenters.

The Internet Engineering Task Force has also dis-
cussed the problem at length and eventually decided
to qualify pervasive monitoring as an attack that needs

to be countered [11]. As of this writing, most of the
solutions to counter pervasive monitoring rely on cryp-
tographical techniques. We see a growing number of
websites that are turning on HTTPS and tune their SSL
implementations to improve their security [5]. Cryptog-
raphy is an important tool to counter pervasive mon-
itoring because it increases the cost of accessing the
captured data. In a sense, improving cryptography by
using stronger algorithms or longer keys increases the
time complexity of the spatial monitoring attack since
it requires more time to decrypt the captured data.

Besides this time complexity, we propose to also con-
sider the spatial complexity of the pervasive monitoring
attack. For practical reasons (access to links, amount of
data captured, . . . ), such an attacker can only capture
packets on a subset of the links or nodes in a network.
This is what most of the documented attacks appear to
be doing. In today’s Internet, an attacker that captures
all the packets on a link can often easily reconstruct the
corresponding application flow. Most applications use
TCP to exchange data and TCP’s sequence numbers
aid in reordering the captured data. It should be noted
that although there are often multiple paths between
a given source and destination, all the packets from a
single TCP connection will follow the same path. This
is due to the load balancing algorithms used by routers.
Early load balancing algorithms such as round-robin or
variants [18] spread packets from a single connection
over different links. However, such load balancers lead
to reordering that can affect the performance of TCP
[3]. For this reasons, most load balancers deployed to-
day use per-flow load balancing [19] and forward all the
packets along the same path. This clearly improves the
success of pervasive monitoring.

To counter pervasive monitoring, we take the oppo-
site viewpoint. Instead of sending all the packets that
belong to a given flow over a single paths, we try to
send them over P disjoint paths. This implies that an
attacker will need to capture the packets on at least P
links or nodes to succeed in a pervasive attack. Large
networks provide many possible paths to reach a given
destinations and using all of them could lead to large
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latencies. To maintain good performance for interac-
tive applications, our traffic dispersion technique takes
latency into account and avoids spreading traffic over
paths with diverse latencies.

In this paper, we show that network operators can
provide traffic dispersion as a service for their customers.
We first describe in section 3 how the recently proposed
Segment Routing architecture can enable an ISP to de-
ploy such a service. In section 3.1, we implement a
traffic disperser in the Linux kernel and evaluate its per-
formance. We introduce in section 4 the utilization of
segmentable disjoint paths to realize the traffic disper-
sion service. We then propose in section 5 an efficient
algorithm that computes such paths. We evaluate its
performance on several network topologies in section 6.
We discuss related work in section 7.

2. TRAFFIC DISPERSION AS SERVICE
Network operators offer various services to their cus-

tomers. Besides Internet access, large network oper-
ators provide value-added services to enterprise cus-
tomers. Many entreprises use services like layer-2 or
layer-3 Virtual Private Networks (VPN) [24] to inter-
connect their different sites. Various techniques have
been standardized and are used to deploy such services.
Some operators rely on MPLS to isolate different VPNs.
Other rely on encrypted tunnels to reach the same ob-
jective. The techniques described in this paper will en-
able network operators to offer a new traffic dispersion
service to their customers. We envision that this ser-
vice would be configured on a per-customer basis and
could be associated with existing services. For example,
it could well complement a VPN service that relies on
encrypted tunnels.

Inside a single network, the traffic dispersion service
would ensure that all packets exchanged on behalf of
a given customer from a source router to a destination
router would be forwarded over P disjoint paths. Two
variants of the service are possible : link-disjoint and
node-disjoint paths. Link-disjoint (resp. node-disjoint)
traffic dispersion is formally defined as a set of paths be-
tween a source and a destination router that do not have
a common edge (node). In practice, these paths can
be computed on the source router from the link-state
database that it already maintains with its intradomain
routing protocol (IS-IS or OSPF). Using node-disjoint
paths increases the traffic dispersion and the protec-
tion against pervasive monitors that are capable of tak-
ing control of routers. However, there are fewer node-
disjoint than link-disjoint paths.

If the destination belongs to a different Autonomous
System (AS), then the source router has to consider
both the intradomain routing table and the interdomain
routing table to compute the disjoint paths. Common
peering agreements between ISPs require several peer-

ing links [25]. In practice, there are often half-a-dozen
or more peering links between large ASes. This implies
that a given destination can be reached via potentially
as many BGP routers as there are peering links with the
nexthop AS. This will increase the possibility of finding
disjoint paths through the local AS.

3. ROUTER-LEVEL TRAFFIC DISPERSION
In this section, we show how an ingress router can dis-

perse the traffic towards a given destination in a pure
IPv6 network. Our traffic disperser builds upon Seg-
ment Routing. Segment Routing (SR) is a new forward-
ing architecture that is being developed within the In-
ternet Engineering Task Force. Segment Routing changes
the way packets are forwarded inside a network to en-
able network operators to have better control on the
path followed by the packets. In pure IP networks,
packets follow the shortest path towards their destina-
tion. In the control plane, this is achieved by using
routing protocols such as OSPF, IS-IS and BGP. The se-
lection of the shortest paths depends on the weights as-
sociated to each link. In the data plane, each IP packet
contains the source and destination addresses.

With SR, the path followed by a packet does not
need to be the shortest path towards its destination.
The proposed SR architecture [12] modifies the con-
trol and the data planes to support such non-shortest
paths. Two variants of the data plane exist : MPLS-
based [14] and IPv6-based [27]. In this paper, we focus
on the IPv6-based data plane and its modifications to
support segment routing. With Segment Routing, the
path between a source and a destination is composed
of one or more segments. Segment Routing supports
two types of segments: node segments and adjacency
segments. To understand these two types of segments,
let us consider the network shown in figure 1 where all
links have the same weight. Consider the paths from
a to h. With shortest path routing, the path a-b-c-

d-h is used. With segment routing, we can force the
utilization of other paths. A first solution is to use a
node segment towards f. The packets sent by a will
first follow the shortest path towards f and from there
the shortest path towards the final destination, i.e. h.
Note that due to the utilization of Equal Cost Multi-
path, there are two paths from a to f : a-b-c-f and
a-b-e-f. Another possibility is to use an adjacency
segment. In this case, the source node includes in the
packet a specific link that needs to be used by the path.
For example, if link c-f is chosen, then the packets sent
by a will reach f via the single path a-b-c-f. f will
then forward the packets towards h over the shortest
path. By combining node and/or adjacency segments,
network operators can define new innovative services as
described in [13].

In a regular IPv6 network, the intradomain routing
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Figure 1: Simple network
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+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+

| Next Header | Hdr Ext Len | Routing Type | Next Segment |

+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+

| Last Segment | Flags | HMAC Key ID | Policy List Flags |

+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+

| |

| Segment List[0] (128 bits ipv6 address) |

| |

+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+

| |

...

| |

+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+

| |

| Segment List[n] (128 bits ipv6 address) |

| |

+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+

| |

| HMAC (256 bits) |

| (optional) |

| |

+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+

Figure 2: The IPv6 Segment Routing header

protocol (i.e. OSPF or IS-IS) is configured to advertise
the IPv6 loopback address of each router and the IPv6
addresses of each of its physical interfaces. BGP is used
to advertise the external destinations. The Segment
Routing architecture reuses this control plane. To en-
able the utilization of any path, SR defines a new IPv6
hop-by-hop header as shown in figure 2. This header is
a revision of the Type 0 IPv6 Routing Header that was
deprecated a few years ago due to security problems
[1]. The SR header contains a list of IPv6 addresses
that specify a path through the network. We ignore the
policy list flags in this description. To encode a node
segment, the IPv6 loopback address of the correspond-
ing router will be inserted in the SR header. For an
adjacency segment, the IPv6 address of the outgoing
interface will be used. The HMAC, which did not exist
in the Type 0 Routing Header solves the security prob-
lems that caused the deprecation of RH0. Only trusted
nodes can insert a SR header in an IPv6 packet. The
HMAC, computed over the SR header and a secret key
known by all trusted nodes enables the routers to verify
the validity of each SR header.

As with the Type 0 Routing Header, routers forward
the packets based on their destination address. A router
only checks the SR header when it receives a packet des-
tined to itself. In this case, it looksup the next address
in the SR header, updates the Last Segment field and
uses this address as the destination address of the for-
warded packet.

3.1 Evaluation
We have implemented Segment Routing in the Linux

kernel (3.10.x branch) through an IPv6 header exten-
sion (SR-IPv6). Our extension1 implements the cur-
rent draft [27] as much as possible. We made some
implementation choices where the draft is unclear (e.g.
concerning the computation of the HMAC). Our im-
plementation is able to forward packets containing an
SR header and to inject the SR header in a forwarded
packet that matches a given destination prefix.

The processing of an IPv6 packet containing an SR
header is defined in algorithm 1. For the HMAC com-
putation, we had to make some implementation choices.
The input of the HMAC function is the concatenation
of the source address, the last segment, the cleanup flag
and the HMAC key ID. However, as the cleanup flag is
represented by a single bit, we had to decide how to rep-
resent it. We choose to represent it as a one-byte value
with the least significant bit set to the cleanup flag.
We decided to use SHA-1 as the default hash function
since it is easy to implement and already available in the
Linux kernel library. The HMAC function has been im-
plemented from scratch for performance and technical
reasons (using the kernel crypto API is not feasible dur-
ing packet processing due to atomic memory allocation
issues).

Algorithm 1 SR header processing

1: if DA = myself (segment endpoint) then
2: if Next Segment <> Last Segment then
3: Update DA with Next Segment
4: Increment Next Segment
5: else if Last Segment <> DA then
6: Update DA with Next Segment
7: if Clean-up bit is set then
8: Remove the SR header
9: end if

10: else
11: Locally deliver the packet
12: end if
13: end if
14: Forward the packet out

The processing of the SR header happens when the
packet is considered for local delivery, after the PRE-

ROUTING and right after the INPUT hooks (as the desti-
nation address of the packet belongs to the router when
it is a segment endpoint), during the normal processing
of IPv6 header extensions. If the packet passes the nor-
mal checks (HMAC, correct header format, etc.) and
the router is not the last segment then the destination
address of the packet is changed to the next segment and
the packet is sent through the forwarding mechanism of
the kernel. If the processing node is the last segment,
then the packet is delivered to the local application or
to the corresponding kernel routine. See figure 3 for an
1This implementation will be released in the coming months.
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Figure 3: Linux routing mechanism

illustration of the Linux routing mechanism [29].
Our implementation is also able to add an SR header

when forwarding a regular IPv6 packet whose destina-
tion matches a given prefix. This injection is performed
just before the PREROUTING hook because we need to
modify the original destination address of the packet to
the address of the first segment. We provide a user-
land/kernel API that allows the construction of a seg-
ment table. This table contains a list of destination
prefixes. For each destination prefix, there is an in-
dexed set of segments lists. If there is only one segment
list, then the kernel uses this list for the SR header.
If there is more than one list, then the kernel makes a
round-robin choice among these lists. Each segments
list in the segment table contains the last segment iden-
tifier of the segmented path. However, the kernel may
derive the last segment from the original destination
address when the entry of the segment table is a des-
tination with a prefix shorter than 128 bits so that we
can match a group of destinations. Table reftable:segt
shows an example of a segment table.

Dest. prefix Index Segments

2001:db8:1:b6::b/128
0 S2, S4, 2001:db8:1:b6::b
1 S3, S5, 2001:db8:1:b6::b

2001:db8:1:a1::/64 0 S3, S4, orig da

Table 1: Example of segment table

The ability to provide more than one segments list
per destination prefix enables the kernel to act as a per-
packet load balancer in order to spread the traffic across
the available paths.

3.2 Impact of dispersion on TCP performance
Such a traffic spread inevitably induces packet re-

ordering whose scale depends on the delay difference
between the maximum- and the minimum-delay links
(∆d).

We have performed an evaluation of our implemen-
tation to determine the impact of ∆d on the perfor-
mance of TCP. We created a virtual topology within the
Mininet framework [17] (see figure 4). We used iperf

Figure 4: Test network
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Figure 5: TCP goodput over paths having different la-
tencies

to measure the performance of TCP between hostA and
hostB. In order to measure the impact of ∆d, we used
the following methodology. We used a set of base RTTs:
{5, 10, 20, 50, 100} milliseconds and a set of delta RTTs:
{5, 10, 15, 20, 50, 100} milliseconds. For each b in the
base RTTs set, and for each d in the delta RTTs set,
we set delay of the link L1 to b ms and the delay of the
link L2 to b + d ms. We used tc with the netem mod-
ule to set the delay of the links and the htb module to
set the bandwidth of links L1 and L2 to 100Mbps. The
bandwidth of all other links is not limited.

We transferred data for a period of 600 seconds be-
tween hostA and hostB. Figure 5 reports the goodput
measured for different combinations of the base rtt and
∆d. We can see small fluctuations in the goodput but
the overall shape is quite smooth as the congestion win-
dow had time to stabilize. We can clearly see a drop in
throughput with ∆d > 10ms. However, a side-effect of
this load balancing is that the total available bandwidth
is higher than if we were using a single path. If the hosts
(hostA and hostB) were also connected with a 100Mbps
link, then they would suffer from the performance drop
when ∆d > 20ms.

These measurements were performed with the default
TCP implementation in the Linux kernel. Various TCP
extensions have been developed to better deal with re-
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ordering and other non-congestion related events [4] and
there is work in progress to add them to the standard
Linux TCP stack [36]. Using these extensions would in-
crease the performance of TCP with reordering caused
by traffic dispersion. A second example is Multipath
TCP. Multipath TCP was designed with heterogeneous
paths in mind and has been shown to perform well in
such environments [28, 26]. If the disjoint paths can be
exposed to the endhosts, then Multipath TCP should
be able to use them efficiently.

4. TRAFFIC DISPERSION WITH
SEGMENTABLE DISJOINT PATHS

The previous section has shown how a router can send
packets from a given flow over disjoint paths by insert-
ing different SR headers. To implement the dispersion,
the router needs to know the SR header to be used for
each destination that uses traffic dispersion. For this,
we propose in this section algorithms that compute link
and node disjoint paths. These algorithms could be
implemented in a centralized controller or directly on
the router. Given that our traffic dispersion service
builds upon the Segment Routing architecture, we need
to ensure that the disjoint paths that are computed by
our algorithm can be implemented as a sequence of seg-
ments. In general, any path could be implemented as
a sequence of segments. However, this could require
as many segments as there are links on a given path.
This would lead to very long SR headers that would
not be acceptable from a packet overhead viewpoint.
Furthermore, some deployed routers have difficulties in
forwarding packets that contain long extension headers
[21]. For this reason, we will limit the number of seg-
ments that the SR header can contain. For simplicity
we will only consider node segments.

4.1 Notations and definitions
We model the intradomain network as a directed weighted

graph G = (V,E,w) where V is a set of nodes, E is a
subset of V × V that corresponds to the links and w
is a function from E to R+. This function corresponds
to the IGP costs configured on the links. In our fig-
ures, when both edges (x, y) and (y, x) belong to the
graph and w(x, y) = w(y, x) we will draw only one edge
without arrows.

Given an edge e = (x, y), when we wish to say that x
and y are endpoints of e we will write x ∈ e and y ∈ e.

A path p is a sequence (x1, x2, . . . , xh) such that xi 6=
xj for i 6= j. We denote the j-th node of p, xj , by pj .

Given a vertex v we let us denote δ+(v) = {u ∈ V |
(v, u) ∈ E} and δ−(v) = {u ∈ V | (u, v) ∈ E}.

Let c : E → R+ be a cost function. We define the
cost of a path p = (x1, . . . , xh) relative to c, denoted

a b c d
2 2 2

1

Figure 6: A graph G with a path (a, b, c, d) that
has two minimal segmentations: 〈(a, b), (b, c, d)〉 and
〈(a, b, c), (c, d)〉.

c(p), as the sum of the weights of its edges:

c(p) =

h−1∑
i=1

w(xi, xi+1)

The edge set of a path p = (x1, . . . , xh), denoted E(p),
is defined as the set of edges that belong to p:

E(p) = {(xi, xi+1) | i ∈ {1, . . . , h− 1}}

Similarly, we define the node set of p as the set of nodes
that belong to p, V (p) = {x1, x2, . . . , xh}. The size of
V (p) is denoted by |p|. Two paths p1, p2 from a node s
to a node t are said to be edge disjoint if E(p1)∩E(p2) =
∅ and node disjoint if V (p1) ∩ V (p2) = {s, t}.

Given two paths p1 = (x1, x2, . . . , xh1) and p2 =
(y1, y2, . . . , yh2

) such that xh1
= y1 we denote by p1⊕p2

the concatenation of p1 with p2, that is,

p1 ⊕ p2 = (x1, x2, . . . , xh1
= y1, y2, . . . , yh2

)

Definition 1. Given a graph G = (V,E,w) and a
path p = (x1, x2, . . . , xh) in G we say that the path p is
k-segmentable if there exist k shortest paths s1, s2, . . . , sk
in G such that p = s1 ⊕ s2 ⊕ . . . ⊕ sk. The sequence
S = 〈s1, s2, . . . , sk〉 is called a k-segmentation of p.

A path is said to be unsegmentable if it is not k-
segmentable for any k. A k-segmentation of a path p
is said to be minimal if there exists no k′-segmentation
of p such that k′ < k. Note that there can exist several
minimal segmentations. For instance in the graph on
figure 6 the path (a, b, c, d) has two minimal segmenta-
tions: 〈(a, b), (b, c, d)〉 and 〈(a, b, c), (c, d)〉.

Given s, t ∈ V we denote by spG(s, t) the set of all
edges that belong to a s-t shortest path in G.

We define the union of two graphs G1 = (V1, E1) and
G2 = (V2, E2) as G1 ∪G2 = (V1 ∪ V2, E1 ∪ E2).

4.2 K-segmentable disjoint paths
Let G = (V,E,w) be a graph, s, t ∈ V , P,K ∈ N and

l : E → R+ be a cost function. In practice, l would
correspond to the link latencies.

Our objective is to find a set of K-segmentable dis-
joint paths, P, between s and t with cardinality P .
From all such path sets we want the one that minimizes
maxp∈P l(p).

We require the paths to be disjoint so that the number
of links that must be listened, in order to recover the
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whole content of the information transmitted, equals
P , one edge per path. Finally, as explained earlier, we
limit the number of segments that can appear inside the
packet header.

Formally the problem we want to solve is the follow-
ing.

Problem 1. (Edge-disjoint multi-path problem with
segments (EDMPS)) Given a graph G = (V,E,w), s, t ∈
V , P,K ∈ N and l : E → R+, find a set P of s-t paths
such that:

1. maxp∈P l(P) is minimum.
2. |P| = P
3. If p1, p2 ∈ P with p1 6= p2 then p1 and p2 are

edge-disjoint.
4. Each p ∈ P is K-segmentable.

The EDMPS problem with P = 2 and K = n is equiv-
alent to a flow problem with a min-max objective func-
tion. This problem was shown to be NP-hard in [22].
Therefore the EDMPS problem is also NP-hard.

We can also impose the stronger constraint that the
paths are node disjoint.

Problem 2. (Node-disjoint multi-path problem with
segments (NDMPS)) Same as EDMPS except that we re-
quire paths to be pairwise node-disjoint instead of edge-
disjoint.

Observe that if we can solve Problem 1 then we can
solve Problem 2 by using node splitting. This is a
commonly used technique in network flow theory that
consists of splitting each node into two nodes so that
edge disjoint paths in the splitted network correspond
to node disjoint paths in the original network [2]. Due
to space limitations, we do not provide results about
the node-disjoint problem in this paper and focus on
the link-disjoint one.

4.3 Path segmentation
In this section we explain how we can determine whether

a path is k-segmentable and how to compute a k-segmentation.
Let G = (V,E,w) be a graph. Let us denote by Dv the
shortest path dag (directed acyclic graph) rooted at v.
That is, Dv is the subgraph of G that contains all the
edges that belong to a shortest path from v to some
node. These n graphs can be computed altogether in
O(n3) using Floyd-Warshall algorithm [6].

Naturally, k-segmentations of paths in G are inti-
mately related to the shortest paths dag’s of G. Con-
sider a k-segmentable path p = (x1, x2, . . . , xh) whose
segmentation is 〈s1, s2, . . . , sk〉. By definition each si is
a shortest path in G. Hence si is a path in Ds1i

where

s1i is the first vertex of si. This means that a path is
k-segmentable if and only if it can be expressed as the
concatenation of k paths each belonging to some of G’s
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Figure 7: A partial view of G for a small graph.

shortest paths dag’s. For instance, consider the path
(a, c, b, d) in the graph shown in Figure 7. We see that it
has a 3-segmentation 〈(a, c), (c, b), (b, d)〉 and that each
path in the segmentation is a path in a shortest path
dag of G. In this case the segmentation is minimal be-
cause there is no way to decompose this path in less
than three shortest paths. This is captured by the fol-
lowing lemma.

Lemma 4.1. A path p in G is unsegmentable if and
only if there exists some edge (x1, x2) in p such that for
all x ∈ V , (x1, x2) /∈ Dx.

The next lemma is a simple consequence of the fact
that a subpath of a shortest path is also a shortest path.
In conjonction with Lemma 4.1 it will help us decide
whether a path is unsegmentable.

Lemma 4.2. If (x1, x2) /∈ Dx1
then for each x ∈ V ,

(x1, x2) /∈ Dx

In general, to obtain a minimal segmentation, we tra-
verse the path p by walking on the shortest paths dag’s
of G. We start on Dx1 and follow the path until we
reach an edge that does not belong to the current dag.
Denote that edge by (xi, xi+1). Then we jump to Dxi

and, if the edge belongs to Dxi
, we continue in the same

way. Otherwise, by Lemmas 4.1 and 4.2, the path is un-
segmentable so we stop and report it.

5. SUCCESSIVE SHORTEST PATHS WITH
SEGMENTS

Since Problems 1 and 2 are NP-hard, we do not try
to solve them exactly. Instead we focus on a succes-
sive shortest paths approach to find an approximated
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solution in polynomial time. The idea is to use an algo-
rithm that finds shortest paths with respect to l under
the segmentation constraint. Each time we find a path
we remove its edges and then continue until we reach a
state where either there are no more paths or P paths
were found.

We define a graph G such that a path in G corre-
sponds a segmentation of a path in G. More precisely,
a node of G is a tuple (v, r, k) that is to be interpreted
as follows: v is the corresponding node in G, r is the
root of a shortest path dag and k is the number of seg-
ments used so far. A node of the form (v, v, 1) in G
corresponds to the node v in Dv and the edges in G
are defined such that there is a path in G from (v, v, 1)
to (u, r, k), for some u, r, k, if and only if there is a k-
segmentable path from v to u in G with k-segmentation
〈s1, . . . , sk〉 where sk is a path in Dr.

Formally, we define G = (V ,E) with V = {(v, r, k) |
v, r ∈ V and 1 ≤ k ≤ K}. The edges E are defined as
follows: (v1, r1, k1) and (v2, r2, k2) are connected by an
edge of cost l(v1, v2) if one of the following conditions
holds:

(1) (v1, v2) ∈ Dr1 , r2 = r1 and k2 = k1;
(2) (v1, v2) ∈ Dv1 , r2 = v1, k2 = k1 + 1 ≤ K.

We say that an edge in E is of type 1 if it satisfies
conditions (1) and of type 2 otherwise (if is satisfies
both, it is of type 1). We will denote the size of V by n
and the size of E by m.

To better understand this construction, let us con-
sider an example. Let G be the graph on top of Fig-
ure 8 and suppose that K = 1 to keep G small. The
shortest paths dag’s of G are Da, Db and Dc. The
bottom graph shows the subgraph of G consisting of
all nodes reachable from (a, a, 1). The path (a, b, c) in
G is 2-segmentable. A 2-segmentation for this path is
〈(a, b), (b, c)〉. The path (a, b, c) in G corresponds to
((a, a, 1), (b, a, 1), (c, b, 2)) in G. As we see, to go from b
to c we need to leave the dag of a because (b, c) does not
belong to it. We see that in the edge ((b, a, 1), (c, b, 2)),
the first coordinate shows that we have moved from
node b to node c, the second one shows that we left Da

and are now in Db. Finally the third coordinate shows
that two segments are needed.

a

bc

11

2

G

a

bc

11

Da

a

bc

11

2

Db

a

bc

11

2

Dc

(a, a, 1)

(c, a, 1) (b, a, 1)

(c, b, 2)

(a, b, 2)(a, c, 2)

(b, c, 2)

1 1

1

2 2

1

1 1

a part of G with K = 1

Figure 8: A graph G with its shortest paths dag’s on
top. The bottom graph represents the subgraph of G
reachable from (a, a, 1).

We now bound the size ofG and propose an algorithm
that computes it.

Lemma 5.1. The number of edges of G is O(nmK).

Proof. A vertex (v, r, k) in G has at most d+(v)
outgoing edges satisfying each one of the conditions.
Thus

|E| ≤ 2
∑
v,r,k

d+(v) = 2
∑
r,k

∑
v

d+(v)

= 2
∑
r,k

m = 2nmK

Algorithm 2 builds the graph G given G, l and the
shortest path dag’s of G. By Lemma 5.1 the algorithm
runs in O(nmK).

Now we establish formally the correspondence be-
tween paths in G and their segmentations and paths
in G.

Proposition 5.1. Let G = (V,E,w) be a network
and l : E → R+. Let p = (x1, x2, . . . , xh) be a k-
segmentable path in G with l(p) = C with k-segmentation
S = 〈s1, s2, . . . , sk〉. Then there exists in G a path of the
form ((x1, r1 = x1, k1 = 1), (x2, r2, k2), . . . , (xh, rh =
s1k, kh = k)) whose cost is C.

Proof. The proof is by induction on k. If k = 1
then S = 〈p〉. Therefore p is a shortest path so, all of
its edges belong to Dx1

. Thus by condition (1) in the
definition of E, p = (z1, . . . , zh) with zi = (xi, x1, 1) is
a path on G with cost C.

Suppose that the result holds for k-segmentable paths
and suppose that p = (x1, . . . , xh) is (k+1)-segmentable
with segmentation S = 〈s1, s2, . . . , sk+1〉. Then, we
have that, 〈s1, s2, . . . , sk〉 is a k-segmentation of the
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Algorithm 2 Build-Graph

Input:

- A graph G = (V,E)
- l : E → R+

- Dv for all v ∈ V (G)

Output:

- The graph G as defined above

1: G← ({(v, r, k) | v, r ∈ V (G) ∧ k ∈ {1, . . . ,K}}, ∅)
2: for v, r ∈ V (G), k ∈ {1, . . . ,K} do
3: for u ∈ neighbors(G, v) do
4: if (v, u) ∈ Dr then
5: connect(G, (v, r, k), (u, r, k), l(v, u))
6: end if
7: if k + 1 ≤ K and (v, u) ∈ Dv then
8: connect(G, (v, r, k), (u, v, k + 1), l(v, u))
9: end if

10: end for
11: end for
12: return G

sub-path (x1, x2, . . . , s
1
k+1). Hence, by the induction hy-

pothesis, there is a path from (x1, x1, 1) to (s1k+1, s
1
k, k)

in G. By definition, sk+1 is a shortest path in Ds1k+1
.

Therefore by condition (2) in the definition of E we
have that (s1k+1, s

1
k, k) is connected to (s2k+1, s

1
k+1, k +

1). Finally, condition (1) allows us to complete the
path with the nodes (s3k+1, s

1
k+1, k+ 1), (s4k+1, s

1
k+1, k+

1), . . . , (xh, s
1
k+1, k+ 1). In this way we get a path from

(x1, x1, 1) to (xh, s
1
k+1, k + 1) as we wanted. The fact

that it has cost C is clear from the definition of the cost
in the edges of E.

Proposition 5.2. Let G = (V,E,w) be a network
and l : E → R+. If there exists in G a path p from
(x1, x1, 1) to (xh, r, k) of the form ((x1, r1 = x1, k1 =
1), (x2, r2, k2), . . . , (xh, rh = r, kh = k)) that has cost
C, then, in G, there exists a k-segmentable path p =
(x1, x2, . . . , xh) with l(p) = C in G that possesses a k-
segmentation 〈s1, s2, . . . , sk〉 such that sk is a path in
Dr.

Proof. Let p be a path in G with nodes (x1, r1 =
x1, k1 = 1), (x2, r2, k2), . . . , (xh, rh = r, kh = k). By
conditions (1) and (2) on the definition of E, it is clear
that p = (x1, x2, . . . , xh) is a path in G with the same
cost. Let i1 < i2 < . . . < ij be the indexes of the origins
of the edges of type 2 in p. Then, the paths (x1, . . . , xi1),
(xi1 , . . . , xi2), . . . , (xij−1

, . . . xij ) are shortest paths in
Dx1

,Dxi1
, . . . ,Dxij−1

, respectively. Since only edges of

type 2 increase the third coordinate of the nodes in G
and the last node in p has its third coordinate equal to k,
we must have j = k. Therefore p is k-segmentable. Fi-
nally, since only edges of type 2 change the second coor-

dinate, we must have xij−1
= rh = r as we wanted.

The algorithm has a pre-processing cost of O(n3 +
nmK) because we need to compute the shortest path
dag’s Dv for all v ∈ V and the graph G.

Then, given s and t, by Propositions 5.1 and 5.2, we
can find the shortest s-t path on G that requires at most
K segments by calling Dijkstra’s shortest path algo-
rithm on G. This algorithm runs in O(m+n log(n)) us-
ing a Fibonacci heap [6]. By Lemma 5.1, since log(n2K) =
O(log(n)) we can express the time complexity asO(nmK+
n2K log(n)). The algorithm is specified as algorithm 3.
In this algorithm we call Dijkstra’s shortest path algo-
rithm that we suppose that outputs two vectors d and
π. The vector d contains the shortest path distance to
each vertex and the vector π contains the parent of each
node in the shortest path tree.

Algorithm 3 SPS

Input:

- The graph G
- Two nodes s, t ∈ V (G)
- The maximum number of segments K

Output:

- Shortest K-segmentable s-t path

1: (d, π)← Dijkstra(G, (s, s, 1))
2: (t, r∗, k∗)← arg minr,k{(t, r, k) | d(t, r, k) <∞}
3: if (t, r∗, k∗) = nil then
4: return nil
5: end if
6: path← ∅
7: seg ← ∅
8: cur ← (t, r∗, k∗)
9: while cur 6= nil do

10: path← path ∪ {cur.vertex}
11: if π[cur] 6= nil and π[cur].root 6= cur.root then
12: seg ← seg ∪ {cur.vertex}
13: end if
14: cur ← π[cur]
15: end while
16: return (path, seg)

Now that we have an algorithm that computes K-
segmentable paths, we can find a set of edge-disjoint
paths by iteratively calling algorithm 3 until either P
paths are found or no more path exists. Each time we
find a path with algorithm 3 we delete from G all edges
that correspond to its edges, that is, for a given edge
(x, y) from a path in G we delete from G all edges of the
form ((x, r1, k1), (y, r2, k2)). The pseudocode for this is
provided as Algorithm 4.

The time complexity of algorithm SSPS isO(P (nmK+
n2K log(n))) because what we do is essentially calling
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Algorithm 4 SSPS

Input:

- The graph G = (V,E)
- l : E → R+

- Two nodes s, t ∈ V
- The maximum number of segments K
- The number of paths P
- Dv for all v ∈ V

Output:

- The P shortest K-segmentable s-t paths

1: G← Build-Graph(G, l,Dv1 , . . . ,Dvn)
2: P ← ∅
3: for i← 1 to P do
4: (path, seg)← SPS(G, s, t,K)
5: if path = nil then
6: return P
7: end if
8: for (v, u) ∈ E(path) do
9: for r1, r2 ∈ V and k1, k2 ∈ {0, . . . ,K} do

10: removeEdge(G, (v, r1, k1), (u, r2, k2))
11: end for
12: end for
13: P ← P ∪ {(path, seg)}
14: end for
15: return P

P times the SPS algorithm. Lines 8-12 remove from
G all the edges that correspond to some edge of the
new path that was found. Written like that, for a
given path p this operation takes O(|p|n2K2). How-
ever it can be implemented in O(|p|) by using a n by n
boolean matrix A such that A[v][u] is true if the edges of
the form {((v, r1, k1), (u, r2, k2)) | r1, r2 ∈ V ∧ k1, k2 ∈
{1, . . . ,K}} are active and false otherwise. Then, to
remove them, we simply loop over the edges (v, u) of p
and set A[v][u] to false. Then in the SPS algorithm we
have to ignore inactive edges.

Proposition 5.3. Let P be the output of SSPS. Then,
assuming the packets are evenly splitted among the paths,
at least |P| links must be monitored in order to capture
all the packets.

In the proposition above, |P| is a lower bound of the
number of links to be monitored due to the utilisation
of ECMP over the segmented paths as well.

5.1 K-segmentable disjoint paths to external
destinations

As explained earlier, a packet’s destination may be-
long to another AS and be reachable via several BGP
nexthops. This is an important case in large networks.
Our algorithm can be easily extended to support these

destinations as follows.
Let s be the source node and T be the set of BGP

nexthops that are known by s. In this setting we treat
all the nodes in T as equals2 so that it is not important
which nodes in T are the endpoints of the paths that
are found.

Handling several destinations can be done by either
modifying G or G. If we modify G then we have to re-
compute G every time T changes. Therefore we choose
to modify G. For this we add a virtual node t′ and
for each t ∈ T , r ∈ V and k ∈ {1, . . . ,K} we connect
(t, r, k) to t′ with d−(t) parallel edges with a cost of
0. Then we ask the algorithm to find paths between
(s, s, 0) and t′. This is sufficient to find the disjoint
paths via several BGP nexthops.

6. EVALUATION
The previous sections have proposed algorithms that

enable routers to compute segmentable disjoint paths.
In order to assess their possible utilization, we per-
formed various experiments by considering several topolo-
gies of Internet Service Providers (ISP). Each topology
is a graph with two attributes per link : the IGP metric
and the latency. We use five topologies for our experi-
ments. The first four ones were collected by the Rock-
etfuel project and are described in [31]. Both the IGP
weights and the latencies were inferred from traceroute
data in these topologies. The last topology comprises
the backbone routers of a large Tier-1 ISP with the real
IGP weights. The link latencies were computed from
the geographical distance between the cities. Table 2
provides some data about these topologies.

Name # nodes # edges

Rocketfuel : AS1239 153 1010

Rocketfuel : AS1755 67 248

Rocketfuel : AS3257 103 484

Rocketfuel : AS3967 57 208

Real ISP-A approx 150 approx. 700

Table 2: ISP Topologies

We implemented the algorithms described in the pre-
vious sections in Java. Our code contains 3 classes and
600 lines of code. For our evaluation, we used an intel
Core i7 on a laptop with 4 GBytes of RAM using Linux
Ubuntu 12.04.4 LTS.

In all the experiments we performed we choose K =
3 meaning that we use at most 3 segments for each
path. Our first evaluation is to measure the number link
and node disjoint paths that exist in these networks.
Figure 9 provides the proportion of the router pairs for

2In a large network, iBGP will only distribute the closest
BGP nexthops to s even when extensions such as BGP Add-
paths are used [33].
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which there are P link disjoint paths. This proportion
was obtained by running algorithm 4 on each topology
for different values of P . The proportion of the number
of link disjoint paths depends on several factors, notably
the number of links attached to each router. We observe
that for more than 90% of the pairs at least 2 paths
exists in each topology, for 40% of the pairs we are able
to find 3 paths and that for approximatively 20% of the
pairs we are able to find 4 paths.

Using integer programming model we computed the
exact maximum number of paths for the AS1755 and
AS3967 topologies. This showed that our algorithm
achieve the maximum number of paths for 96% of the
pairs for the AS1755 topology and 98% for the AS3967
topology. This shows that, at least in these topologies,
it would not be possible to find much more paths. We
did not compute this information for the other topolo-
gies due to the long run time of the that complete (but
exponential) algorithm.

For the node disjoint paths, we observe a similar dis-
tribution of the disjoint paths. In the topologies that we
considered, the number of link and node disjoint paths
is very similar. Due to space limitations, we focus our
evaluation on the link disjoint paths.

1 2 3 4 5 6 7 8 9
number of paths
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%
 p

ai
rs

RF AS1239
RF AS1755
RF AS3257
RF AS3967
Real ISP-A

Figure 9: For P = 1, . . . , 9 the figure shows the percent-
age of pairs in each graph for which we can find at least
P paths.

The above figures demonstrate that our algorithms
can successfully find disjoint paths inside these ISP net-
works. From a performance viewpoint, it is important
to analyze whether these paths lead to longer latencies
or not. For this, we compare the latencies of the dis-
joint paths found by algorithm 4 with the latency of
the shortest path according to the IGP. More precisely,
we compare the latency of the path with the longest
latency in the disjoint set and the IGP path. In some
cases, the disjoint paths may use shorter paths (from

a latency viewpoint) than the IGP paths. Usually, at
least one of the paths in the disjoint set has a longer la-
tency than the shortest IGP path. We plot in figure 10
the CDF of the difference between the worst path of the
disjoint set and the IGP path.

Figure 10 shows the difference of latency ∆d between
the latency of the shortest path for the IGP cost and
the worst path found by our algorithm for edge dis-
joint paths. Our results with the real ISP network show
that if this operator deploys a service with two disjoint
paths, then for around 85 % (resp. 90 %) of the pairs,
the increase in latency is less than 5 msec (resp. 10
msec). With four disjoint paths, we only cover 30 %
of the router-router pairs and the increase in latency is
lower than 15 msec for 80 % of the paths. For the node
disjoint paths, the results are similar.
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Figure 10: For P = 2, 3, 4 and ∆d we show the percent-
age of pairs that have a difference of latency between
the IGP path and the worst path in the path set found
by our algorithm at most ∆d.

With the RocketFuel topologies, we observe similar
results with four disjoint paths. In the two largest net-
works AS1239 and AS3257, our algorithms found 4 dis-
joint paths for 55 % (resp. 22%) of the router pairs.
Furthermore, 85 % (resp. 90 %) of these paths have an
increase in latency that is lower than 20 msec.

As we showed in Section 3.1, when the difference of
latency between the best path and the worst path in
a path set increases we get a decrease of performance
of TCP. Figure 11 shows for each ∆d what is the per-
centage of pairs such that the difference between their
worst path and their best path is at most ∆d. We ob-
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serve that for 2 paths more that 90% of the pairs have
∆d < 10ms. For 3 paths we have 80% of the pairs and
for 4 path 70%.
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Figure 11: For P = 2, 3, 4 and ∆d we show the percent-
age of pairs that have a difference of latency between
the best path and the worst path in the path set found
by our algorithm at most ∆d.

In a real network, the running time of such algorithms
can be an important factor. Link and node failures are
relatively frequent events in large ISP networks. After a
remote failure, a router may need to recompute the dis-
joint paths that it uses to reach distant routers. In the
real ISP, our unoptimized Java code takes on average
less than 120 milliseconds to recompute a disjoint path.
This remains a reasonable computation time compared
with the various computations that the IGP already re-
quires on routers [15].

This evaluation demonstrates that our proposed algo-
rithms can find the required segmentable disjoint paths
to support traffic dispersion without causing unaccept-
able increases in the latencies.

7. RELATED WORK
The proposed traffic dispersion service could be useful

for various services that rely on encryption to protect
user’s traffic including various forms of Virtual Private
Networks or services like ToR [7]. In this section we dis-
cuss first the related work in the computation of disjoint
paths and various source routing techniques.

In the literature there are essentially two approaches
to compute disjoint paths between a source and a des-

tination [16]. The most straightforward approach is in
the same spirit as ours in the sense that it consists on
successively computing the shortest path with Dijkstra.
Then the paths are deleted until no more path can be
found [16]. To our knowledge, none of these approaches
have been extended to support Segment Routing. A fre-
quent cited drawback of using successive shortest paths
is that there are pathological cases where the algorithm
is trapped in a path and cannot find the disjoint ones.
This happens when a shortest path has edges in com-
mon with other potential paths. Although this problem
exists, [9] has shown that it is very rare in real networks.
The results obtained by our exact algorithm confirm
this for the AS1755 and AS3967 topologies since we
where able to find the maximum number of paths pos-
sible for more than 96% of the pairs.

A more sophisticated approach consists of computing
the maximum flow between the source and the desti-
nation. This guarantees that the maximum number of
disjoint paths is found. This can also be extended to
consider the costs on the edges and find a maximum
cardinality set of paths that minimize the sum of the
costs of the paths with a minimum cost flow algorithm.
Both these problems are solvable in polynomial time [2].
However, the operational problem with traffic disper-
sion is different. From a performance viewpoint, min-
imizing the worst path is much more important than
minimizing the sum of the paths.

Different source routing techniques have been pro-
posed in the literature, e.g. [30, 20, 35, 8, 23]. Savage
et al. propose Detours in [30]. This overlay technique
allows to exploit paths that are not used normally. This
technique is mainly targeted at interdomain scenarios
while ours is targeted at network operators.

Kaur et al. propose in [20] the BANANAS that ex-
presses paths as a short hash (PathID) of a sequence of
globally known identifiers that have global significance.
They show that BANANAS allows to introduce explicit
routing and multipath capabilities within existing rout-
ing protocols.

Yang et al. propose in [35] NIRA (a new Internet
routing architecture) which enables a user to choose
between provider-level routes, i.e. inter-domain source
routing. Their approach is quite different from ours as
NIRA requires inter-provider agreements. The Segment
Routing architecture is designed to run at the intra-
domain level.

Dixit et al. show in [8] the impact of random packet
spraying across multiple paths in datacenter networks.
Their solution modifies the ECMP forwarding on the
routers to spread the load. Our solution is targeted to
wide area networks.

L. Su et al. propose in [23] a data delivery proto-
col that uses linear network coding to transmit coded
packets through multiple paths. Their goal is to provide
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confidentiality in a friendly-but-curious environment by
spreading the packets but without controlling the rout-
ing of the packets, whereas in this paper we provide a
way to spread the packets across controlled segments.

8. CONCLUSION
Pervasive monitoring is considered by many network

operators as an attack. To counter this attack, many
experts encourage a wider deployment of encryption.
In this paper, we leverage on the recently proposed Seg-
ment Routing architecture to propose the traffic disper-
sion service. Traffic dispersion enables network opera-
tors to spread the customer’s traffic over disjoint paths,
which significantly increases the difficulty of recovering
Internet flows by pervasive monitors.

We demonstrate the feasibility of providing the traffic
dispersion service by first implementing the IPv6 ver-
sion of Segment Routing in the Linux kernel. We use it
to evaluate the impact of disjoint paths with different
delays on TCP performance. Our simulations indicate
that TCP can cope with such paths provided that their
delay difference is not too high. We then propose al-
gorithms that compute disjoint paths. Our algorithms
extend the state of the art by computing segmentable
disjoint paths, i.e. paths that can be realized by Seg-
ment Routing while still minimizing the increased la-
tency. Our evaluation with ISP topologies shows that
traffic dispersion can indeed enable ISPs to distribute
customer traffic over disjoint paths without incurring a
too large increase in latency.
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